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SUMMARY 
Principal engineer with 15+ years of production systems experience and 4+ years of hands-on generative AI work. Lead developer 

of LlamaBrain, an open-source LLM governance framework that enforces deterministic, auditable behavior around stochastic large 

language models through output validation, prompt contracts, safety guardrails, and fail-closed fallback systems. Proven track 

record building constraint architectures, evaluation frameworks, and inference orchestration for production AI systems. Deep 

expertise in developer enablement, engineering transformation, and creating reusable frameworks that accelerate teams. 

TECHNICAL SKILLS 
AI & LLM Systems: LLM inference orchestration, output generation and validation, prompt engineering and prompt contracts, safety 

guardrails and content filtering, model evaluation frameworks, deterministic AI governance, natural language intent processing, voice 

pipelines (Whisper STT, Piper TTS), HuggingFace model ecosystem, local inference (llama.cpp), generative AI (Stable Diffusion, 

2022–present), state auditing and observability 

Languages: C#/.NET, Python, TypeScript, JavaScript, C++, C, Node.js 

Architecture & Patterns: Constraint validation systems, contract-first design, replayable audit traces, fail-closed fallback, observability 

and telemetry, deterministic state reconstruction, dependency injection, event-driven architecture, plugin systems, API-first design 

(OpenAPI/REST) 

Infrastructure & Tools: Docker, CI/CD (GitHub Actions), AWS (S3), Firebase (Analytics/Remote Config/Crashlytics), PostgreSQL, SQLite, 

ASP.NET Core, React Native, Git 

Testing & Quality: 5,000+ unit, integration, and property tests across projects; byte-stable prompt contract testing; schema validation 

gates; deterministic evaluation frameworks; invariant testing 

KEY PROJECTS 
LlamaBrain: Deterministic LLM Governance Framework (Open Source) 

-​ Created a 9-component neuro-symbolic architecture that enforces deterministic, auditable behavior around stochastic LLM 

outputs: validation gates, safety guardrails, prompt contracts, and fail-closed fallback paths. 

-​ Engineered inference orchestration with bounded retries, timeout discipline, and explicit failure propagation, achieving safe 

degradation under model and server faults. 

-​ Achieved 100% constraint validation success rate with semantic variation through temperature=0 plus seed-injected vocabulary 

selection, verified by 3,000+ tests at ~89% line coverage. 

-​ Built natural language intent pipeline: speech or text input to validated JSON intent to mechanical action, with voice integration 

via Whisper STT and Piper TTS. 

-​ Delivered full observability: replayable audit traces, correlation IDs, telemetry, metrics, and debugging overlays for production 

diagnosis and compliance. 

-​ Shipped hot-reload capability for runtime updates to prompts, constraints, and configurations without downtime or state loss. 

-​ Stack: C#/.NET, llama.cpp, JSON Schema, HTTP, Serilog, CI/CD, GitHub Actions 



Heartbeat Server:  Backend API with Deterministic Domain Logic (Open Source) 

-​ Built a RESTful API with database-backed persistence (PostgreSQL/SQLite), Docker containerization, OpenAPI specification, and 

auto-generated clients. 

-​  Shipped deterministic domain logic with property-based tests and CI pipelines that publish container images to GHCR. 

MToolKit:  Modular Runtime Framework (Open Source) 

-​ Architected a dependency-injection-first, event-driven framework with 16 production modules and 2,000+ tests, covering 

persistence, navigation, plugin lifecycle management, and deterministic startup ordering. 

-​ Created reusable developer tooling and internal platforms that accelerated team productivity through shared scaffolds, 

automation, and standardized patterns. 

WORK EXPERIENCE 
Principal Engineer (Founder) | LlamaBrain Labs LLC | June 2025 – Present 

-​  Leading development of an open-source LLM governance framework used in production AI applications: deterministic output 

control, validation pipelines, and auditable inference. 

-​  Executing AI thought leadership strategy with weekly publications on AI governance patterns, growing visibility in the LLM 

safety and reliability engineering community. 

-​  Developing LLM-powered applications demonstrating agentic AI design patterns: natural language command processing, 

semantic intent extraction, and validated action execution. 

Senior Engineer | Talofa Games | December 2022 – November 2025 

-​  Owned gameplay systems and tooling for live-ops mobile titles; established contract testing and instrumentation that reduced 

regressions across releases. 

-​  Operated production observability stack end-to-end (Firebase Analytics, Remote Config, Crashlytics): event schema discipline, 

release validation, crash triage, and diagnosis workflows. 

-​  Led engineering quality at scale: 1,300+ code reviews, enforced standards and review gates, mentored engineers, and 

maintained crash rate under 1%. 

Senior Engineer | UX Magicians | February 2022 – October 2022 

-​  Built a production diagnostics pipeline streaming logs and on-device signals to AWS S3 for remote debugging of field issues in 

an enterprise application. 

Software Engineer | IglooSoft Games | October 2020 – January 2022 

-​  Architected the world generation system and AI decision tree for Farworld Pioneers, an online multiplayer title with procedural 

environments, dynamic weather, and behavioral AI. 

Technical Director | Oldblood Games | January 2015 – December 2019 

-​  Primary engineer for MASOCHISIA, a narrative horror title on Steam featured by creators with 24M+ subscribers and 324K+ 

views. Built branching narrative engine, dialogue tooling, event logic, and world interaction systems. 

PAST EDUCATION 
Art Institute of Portland  |  Visual and Game Programming Coursework  |  2006–2010 


